Controlling access to pervasive information

Kazuhiro Minami and David Kotz

Dept. of Computer Science, Dartmouth College
Hanover, NH, USA 03755
{minami, dfk} @cs.dartmouth.edu

October 2002

Abstract plications and users.
We therefore need an infrastructure to aggregate and
Pervasive-computing infrastructures necessarily collectransform low-level sensor data for context-aware appli-
lot of context information to disseminate to their contextations, while remaining flexible and scalab®MT+01].
aware applications. Due to the personal or proprietarjany such systems use an event-flow model, in which
nature of much of this context information, howevegensor data are represented as events, and a graph of
the infrastructure must limit access to context informaperators transform these event streams into the event
tion to authorized persons. In this paper we proposestieams desired by the applications. iQueG\VY03
new access-control mechanism for event-based contexte Gryphon BKST99] are two examples.
distribution infrastructures. The core of our approach is Any such infrastructure must allow many applications
based on a conservative information-flow model of accesssd many users to share sensor data and context infor-
control, but users may express discretionary relaxationmétion. On the other hand, the context often includes
the resulting access-control list (ACL) by specifyirgy information considered “private” by many users, such as
laxation functions This combination of automatic ACL their location, or “proprietary” by organizations, such as
derivation and user-specified ACL relaxation allows athe marks written on a shared whiteboard or the calendar
cess control to be determined and enforced in a decentodlmeetings for product teams. A context-information in-
ized, distributed system with no central administrator @tastructure must, therefore, control access to the informa-
central policy maker. It also allows users to express théwn it disseminates. Although researchers often note the
personal balance between functionality and privacy. Fiaportance of privacy and security in context-aware com-
nally, our infrastructure allows access-control policies futing [EHLO1, Sat01 ST93 Lan01], there is surprisingly
depend on context-sensitive groups, allowing great flejttle literature about access control in context-information
bility. This paper describes our approach, our implemesystems.
tation, and initial performance measurements. In this paper we propose an access-control mechanism
for protecting context information in an infrastructure for
] collecting, processing, and disseminating context infor-
1 Introduction mation. In such an infrastructure, context information is
derived from numerous sources through a wide variety of
Many mobile applications automatically adapt to theperations. Applications and users can dynamically re-
changing conditions in which they execute. Thespiest new derivative information, and supply new opera-
context-awareapplications take account of informatiortions. In such a dynamic environment it is unreasonable
about the context, such as the location of the user and telexpect a system administrator, or the users, to manu-
evant devices, the presence of other people, light or sowigl specify an access-control list for each event or event
conditions, or available network bandwidth. While thetream.
necessary sensors are increasingly available, particularyn our approach, each event is tagged with an access
for location HBO1], we note that mossensor datanust control list (ACL). Each operator in the event-flow graph
be processed into higher-levadntext informatiorbefore automatically tags the events it produces based on the
use by applications. It is unreasonable to expect ev&€Ls of its input events, on an optional restriction rule
application to work with the raw sensor data, and it is uprovided by the operator programmer, and on optional re-
scalable to expect a single “context server” to support tlexation rules provided by users. In this way, operators
diversity of transformations and the scale of numerous dpat derive information from sensor data also derive the



necessary ACL. subscription treghat describes the flow of events from a
Our approach is discretionary, in that users may uset of sources (leaves of the tree) through a set of operators
their discretion to explicitly relax ACLs to grant accest the application (the root of the tree). Solar makes it easy
to other users. Where there is no explicit relaxation, hote re-use existing sub-trees, so that applications and users
ever, we derive a conservative default access-control pmlay share operators and their event streams. The over-
icy using principles borrowed from information-flow thetapping subscription trees form a directed acyclic graph
ory [Den84. By convention, sources publish informatiortalled theoperator graph
with narrow ACLSs, so by default personal information re-

mains private until users explicitly release it in an explicExample Consider the example in Figurg, which

and siructured tashion. , might be used in an office building with a location-

Ou_r_ system also allows ACLs to mcludeont_extf tracking system. Each room has a location sensor that
sensitive groupsfor example, a thermos_tat applicatio eriodically reports the identification number for the
may .al!ow access to anyone currentl_y in the room, dge(s) it detects in that roomTransform operators
specifying a group whose membership change; as pﬁ%’p the badge ID to the name of the person or device
ple come and go. Thus, the access-control policies At ched to that badge, and tmergeoperator combines
themselves context:aware. ) ) these streams into one event stream.a@ygregatoroper-

/In the next section, we briefly describe the eventy, e internal state to detect location changes, emitting
distribution infrastructure we use as the base for our wotk, o ent only when a person or device changes location.
Section3 describes our design objectives, and Seconrye active Map application uses the resulting stream to

explains the semantics of our access-control mechaniggn oy the current location of tracked objects. Another

In Section5, we outline our implementation and perforépplication is a “tour guide” for Bob, which usesfil

mance results. We discuss related work in Sedi@md o 15 ohtain only events about Bob's movements. Note
then summarize in Section that both applications can share many of the operators and
streams.

This example demonstrates a variety of Solar operators,
some stateless, and some with internal state. Ultimately,
Our access-control mechanism supports event—bag(]-%'gh’ operators are simply Obje.CtS |'mplement|ng an Op-

. S . (—Frator interface. Solar allows applications to use operators
context-dissemination systems. We describe the Salar

stantiated from classes found in a library of common
system CKO02] as one example, but our approach shou : .
T . operators or from classes provided by the application pro-
apply to many similar architectures.

L : grammer. As a result, the functionality of an operator is
Solar is middleware that supports the collection, prg-
gpaque to Solar. Solar asks the operator to handle a new

cessing, and dissemination of context information fg ; .
S event, and the result is that the operator publishes zero or

context-aware applications. In Solar, sensor data and cgn-

. . . more events.

text information are represented egentsflowing from

sourceghroughoperators(which filter, transform, or ag-

gregate events into new events) to applications. Solar udeshitecture. The Solar system is distributed across

a publish/subscribe model of event flow. Sources and gpany hosts, although the only abstraction presented to

erators each publish a single stream of events; operatpsrators and applications is the operator graph. Applica-

and applications may subscribe to many streams of evetit®¥s run outside the Solar system, on any platform, using

Unlike some systems, each Solar publisher produces @nemall Solar library that allows them request subscrip-

event stream and each event stream has only one gifins and to receive events over standard network proto-

lisher. An operator subscribing to multiple event streamsls.

receives one event at a time, as if the streams were (ar-

bitrarily) interleaved: events from a given publisher ar§ummary. Although we describe our access-control

.dell\./ered. in the order they were publ_lshed, but no Ord‘?ﬁechanism in terms of the Solar infrastructure, most of
ing is defined between events from different pubIIShersits features are not dependent on the specifics of Solar.

Ultimately, our mechanism suits any event-based context-
Operator graph. An operator is an object that subdissemination infrastructure in which events are produced
scribes to and processes one or more input event streadmssources, are processed by a shared collection of oper-
and publishes another event stream. Since the inputs atafs that subscribe, process, and publish derived events,
output of an operator are all event streams, the operatansl are consumed by applications. In particular our ap-
can be connected recursively. When an application wapteach does not depend on Solar's graph structure or
a flow of context information, it asks Solar to instantiateraodel of event streams.

2 Background



Figure 1: A sample operator graph. T are transformers, M are mergers, A are aggregators, and F are filters.
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3 Design goals Bob may not release his current location to anyone, but
lets others receive events about his location if they are cur-
We have four objectives in our system design. rently in the same room. Since presumably they can see

Our primary objective is to limit application access tBob, physically, these events do not significantly reduce
events, because events often contain information condBdb’s privacy, but may allow the other user to implement
ered private by certain individuals or proprietary to certaimany context-aware applications mentioned in the litera-
organizations. We assume that applications run on behate (e.g., an application that reminds me to “mention the
of a specific principat,so this objective means that appliparty the next time | see Bob.”).
cations must only receive events to which their principal The fourth objective is to maintain the transparency of
is allowed access. operator sharing. Solar, for example, may overlap sub-

In accomplishing this first objective, consider severatription trees to produce a graph with shared operators.
properties of the operator graph. First, each node in therinally, there are certain features that are expliaitby
operator graph may be shared by many applications antlobjective of our current research.
users. Second, there are a variety of information sourcegirst, we do not want to enforce a strict information-
and of applications, so there many operators are neegle@, policy, because it is insufficiently flexible. It is
to derive the desired event streams from the sourcesg|§o impractical: we cannot assume that all computations
is infeasible to manually specify an access-control list f@jill occur inside a trusted environment that maintains
each event stream. Third, the operator graph changesn@rmation-flow principles. Once an application (outside
applications and sensors come and go; we cannot Kn@ event-flow system) has an event, we cannot stop the
the topology of the operator graph in advance. Fouripplication from giving away the information. We pre-
for scalable performance the operator graph is likely to & to directly support limited forms of ACL relaxation,
deployed across many servers. to allow most reasonable information sharing to occur ex-

The second objective is avoid the use of any central glicitly within the framework.
thorlty that defines the access-control pOliCieS. By gen'Second’ we do not address covert channels.
erating access-control lists automatically using principlesThird’ we do not protect against any data-mining ef-

from information flow, then giving users discretion 1gqt tg infer sensitive information from information legiti-
relax ACLs where they deem appropriate, we empowghiely obtained.

users and reduce management overhead. \We accommesna iy this paper is about access control, not about au-

date personal differences in privacy policies, and encoyfanication or trust. That said, we do assume that the
age users to CO“”"?”te NEW Sources, operator_s,_and a_QﬁR}é'nt system authenticates application users sufficiently
cations, and to define their access-control policies, W'%’ attach a principal to each running application. We
out requiring the blessing of any central authority. also assume that communications use encrypted chan-
The third objective is to allow users to specify SOMgg|s. Thus our focus is on limiting the set of events re-
context-sensitivaccess-control policies. For exampleg,gjyable by legitimate principals, rather than on protec-
1we imagine a special principahonymoushat could represent ap- thn a.gamSt eaveSd:jopperS' Finally, \rl]ve.afssume that all}
plications running on a public display, kiosk, or other unauthenticatdications, users, an operators trust the In raSt.rUCture, al-
device. though the infrastructure does not trust applications or op-




erators. In the discussion that follows, we focus on a single op-
erator. Over its lifetime it has received a series of events

. e1,es,...,e;. Events from a given subscription arrive in
4 Access-control semantics the order they were published, but events from multiple

. . . subscriptions are arbitrarily interleaved into the sequence.
In this section, we describe our approach to access Cefjg gperator is allowed to execute its handler once for

trol, which is based on principals and access-control liss, .1, event;. The handler's result is to publish a set of
i

Each user is represented by a nampeidcipal. A prinCi- ;e or more new eventg:;; }, although the handler only
pal may be in one or more namegdoups A group is a produces the data field:
list of principals and other groups. Aatcess-control list

(ACL)is a list of principal and group names. In our nota- {d;;} = handleEver(d,).
tion, p is a principal,g is a group, and/ is the universal
set of all principals and groups. We now show how to derive the ACLf1;;} from q;

We must first decide whether to attach an ACL to eadhthree stages. First, we compute a default ACL using a
eventor to eachevent streamNote that some operatorsconservative information-flow approach. Second, the op-
such as most of those in Figutemay publish events thaterator programmer may further restrict the ACL. Third,
reasonably should have different ACLs. In that exampky principal in that ACL may relax the ACL.
an event about Bob’s location should have AQRob},
while an event about Alice’s location should have ACbefault ACL. After receiving the se{d,;}, we com-
{Alice}. We thus choose to attach a separate ACL to egsifite a default ACLDEF;; for each event. The compu-
event. Every event; has two parts: tation depends on whether the operator’'s handler read or
. i wrote any internal state in computing the event.

ei = (di, ai), wherec_l,; Is the datg field For stateless operators, there is no concern about
anda; is the ACL field. whether sensitive information in earlier events may “leak”
An application executes on behalf of one principal. AiRto this event. The default output ACL is the same as the

application may subscribe to any event stream, but migput ACL.
receive an event if, and only if, the application’s principal
is a member of the event's ACL or a holder of a group
mentioned in the ACL. Specifically, for principaland an
evente; with ACL «a;, we allow access ifp €* a;,
as follows:

DEF;; = a;, if no state read

) For operators with internal state, we compute a default
defined ACL using principles from information-flow control sys-
tems Pen84. Since operators are opaque, we cannot ap-
ply information-flow principles inside the operator, and
we conservatively derive each output event's ACL as the
Notice that this definition is recursive, when groupstersection of the ACLs of every event ever received by
are defined hierarchically. (An implementation must takkis operator. ThusDEF;; = Nay, for k = 0 to 7. This
care, in recursion, to avoid any cycles in group definpolicy is too restrictive in some cases. Consider the Merge

p€”a; < [(p€a)or(g € a;andp € g)].

tions.) operator in Figurd, which receives an event about Bob’s
location tagged{Bob}, then an event about Alice’s lo-
4.1 ACL derivation cation tagged Alice}. Because of the intersection rule,

every event published after the arrival of Alice’s event has
An operator may receive events from many different puthe empty ACL{}.
lishers, and produce many different events. It is oftenThus, we force operators to represent any internal state
inconvenient or impossible for the operator programmas a set of state objects, each associated with a simple key
to determine the appropriate ACL for each output eveht(e.g., a string). The key's meaning is determined by
(consider a generic operator that filters room-temperattine operator programmer; for example, the key may be
events). And, since an operator may be shared by manprincipal’s name. Think of the set of states as a hash
applications and users, it is not possible for any one table with methods=get(k) andput(k,s) and the
them to define the ACL of each published event. So, i@lowing rules apply within the handling of a given event:
wish to derive the ACL for each output event as a fund) the operator may cajlet andput on any state objects
tion of the ACL of incoming events, the desires of thany number of times. 2) The state retrieveddey is un-
operator programmer, and the desires of any interestddnged unless followed bypt ; that is,get retrieves
user. We call our approach ACL propagation, because&opy of the state. 3) A call fout(k,s)  creates state
access-control information propagates through the opey-if it does not exist. These rules prevent information
ator graph. from “leaking” across states.



We compute an accumulated ACL denotedlddC; for events output by that operator. Each principaday spec-
each input event; based on the following operational seify their own access-control policy by defining and attach-
mantics. We also maintain an accumulated ACL for eafy their own relaxation function, Relée;, d;;). We ex-
state, denoted adC'C;,. Informally, since the state maypect that in many cases the user may supply a constant
contain information gathered from all prior events, its acather than a function, that is, Refdx;, d;;) = RLX?,
cumulated ACL must be the least upper bound (intersdm# the function allows more flexibility. If neither is sup-
tion) of the ACLs on those prior events. When the handlplied, the default ReldXe;, d;;) = {}.
is called to process a new incoming event, the accumudn many object-oriented implementations, operators are
lated ACL for that event and each state are set initially &stances of a class. In that case, users may attach a relax-
follows: ation function to the class, to individual instances, or both.

Relax() is the function attached to the instance, if avail-
ACC; = a; able; otherwise it is the function attached to the class, if
ACCis = ACC(i1)s, forall states available; otherwise it i§}.

We compute only those relaxation functions con-
tributed by principals who already have access to the
event, according t@PF;;. The rationale is that any of
those principals may subscribe directly to this operator,
receive the events, and pass them to their friends anyway.
The relaxation function allows a more structured solution.

We compute the set of principals added by all eligible
principals,

whereACCy, = U for all s.
Whenever the handler accesses a statidae accumu-
lated ACLs are updated according to these rules.

ACC; = ACC; N ACCyy, if get(k) is called
ACCy, = ACC; N ACCyy,,  if put(k,s) is called

When the handler publishes an evejt DEF;; is the
ACC,; at that time.
USRZ‘J‘ = U{Rda)?(ei,dij) |p c* OPU}
DEF;; = ACGC; - . Lo
Note that we use*, but it is computationally expensive in
the presence of context-sensitive groups (see SeétBn
§0 We expect many implementations to gse
Finally, we can define the ACL of the output event:

If there are no calls tget , DEF;; = a;; that is, the
output event inherits its ACL from the input event. If th
operator calledyet , its computation was “polluted” by
state information that may contain information that should
remain privateD £ F;; is then the intersection of the ACL
on the event and the ACL on all those states.

Qi3 = OP” U USRZ']'

Sources. Although we discuss operators above, these
- ._rules apply to sources as well. The difference is that
Restriction rule.  The operator programmer may WIShsources have no input events. All of the above equations
to restrict the ACLs of output events, perhaps becauhseI ; P . q
} . R old, then, if we apply them far= 0 andag = U, as the
the operator’s parameters may contain sensitive informa- . e
. source publishes a sequence of evegjs By definition,
tion that affects the output results, or because the opereb
. . . ACCos = U forall s, soDEFy; = U. So
tor contains an algorithm that computes valuable informa-
tion from less-valuable input data. Therefore, the devel-

oper has the option to include a function Restegt;;)

that computes the list of principals to be removed froﬁhougheo is null), andao; is computed as above from
DEFy;. The default Restrici, d;;) retumnsU. We Use p and(7SR. Thus thejprogrammer of the source can
this function "’[o compute the “output ACL suggested hyge Restrict() to define any output ACL, and that ACL
the operator: may be relaxed by users according to the same rules as
for operators.

Using an ACL approach, a source listing princippls
gndpz in the ACL grants bottp; andp, the ability to re-
Ceive the event, and thus to share the event with anyone
they wish. It is not possible in Solar (or in general, except
in a closed system), to enforce a policy that disallows a
third partyps from receiving the event unless bgthand
po agree. Such a policy might be appropriate, for exam-
Relaxation rule. We allow users to attach their owe- ple, in an event containing a camera image of useend
laxation functionto any operator, to relax the ACL forp,.

OP,; = Restrictey, do;)

OPU = DEE] N ReStriC(Ei, dq])

Although we anticipate few situations where it woul
be helpful, we allow the Restrict() function et any
state, because it cannot change the dgtand it can only
narrow the eventual ACL;;.



4.2 Example . . :
P Figure 3: An example context-sensitive policy.

Consider the example in FiguPewhich might be used in

an office building with a location-tracking system. Each (] Bob's Meeting
room has a location source that periodically reports the Application
identification number for the badge(s) it detects in that

room. ID Transformstateless operators map the badge Bob: {Bob}

ID to the name of the person or device attached to that Bob (Bob) Alice: { Alice, In215}
badge. ALocation change aggregataperator, subscrib- Alice: (Alice) Dave: {Dave, In215}
ing to all the location sources, uses internal state to detect Dave {Dave}

location changes, emitting an event only when a person or H@—' 215 Mboritor
device changes location. The Active Map application f%s L ocation

Bob uses the resulting stream to display the current loca- Alice | In215

tion of tracked objects. The meeting application for Dave Dave| Ii215
monitors a list of people in room 215, by subscribing to RLX

the event stream published from tB&5 Monitor state-

ful operator, which detects people entering or exiting the

room. which outputs arrival and departure events about people in
Suppose that Bob, (wearing badge 015) is in room 1200m 215. Alice could provide her location to the Active

and Alice (wearing badge 232) is in room 215. The locMap application by adding the same relaxation list on the

tion sourceS; publishes badge numbers seen in room 12gycation-change aggregator.

and S, publishes the badge numbers seen in room 215.

Each location source uses Restrict() to define the ACL gn3  Context-Sensitive Groups

their raw sensor data to Héocsensoy, a principal repre-

senting the administrator of the location-sensing systefiere are many instances where the policy itself should be

Although “locsensor” represents an administrative auth@ntext-sensitive, that is, where the access list produced

ity, notice that other kinds of sources could choose diffd}y @ relaxation function depends on the current context

ent principa|s for their ACLs. There is no need for “rootbeyond the information available in the event. Further-
or other single central authority. more, it is difficult for most users to write relaxation func-

The ID Transformer operator translates badge IDs irf{@"S- For both reasons, we allow ACLs to contain the
person names; thus the badge IDs “015" and “232” arggme_ofgroups Groups usually have semantics t_hat are
translated into “Bob” and “Alice” oril}, and T, respec- meaningful to ord_lnary users, such as “people in room
tively. To these transformers the administrator (locsenséh>: T @ group is defined elsewhere to be a context-
added a relaxation function that adds a translated print¢nSitive set of principals, then any ACL including that
pal name to the output ACL. Thus a princigatan read 9roup Wwill itself be context-sensitive.
named location events about pergotassuming a clear 0" €xample, in Figur8, suppose Alice allows people

mapping between people and principals). This approe{EHhe meeting room (215) to receive her location informa-

is conservative: the raw sensor data remains private to g8 only when she is there, too. So, she adds a relaxation

administrator, and the named sensor data is private to f#action (in this case, a constant) that outputs the group
individual. name “In215." The group “In215" is defined elsewhere

The Location-change aggregator takes care to uséoa{: ontain the set of .p_rmC|paIs correspond_mg to people
. S currently in room 215; if Bob and Dave are in room 215,
separate state objest, for each principalp, so that

ACC;,, = {p.locsensor} and those location events car%he'r applications can receive the event about Alice (see

pass through with unchanged ACLs. Solar delivers loc ection.1).
tion events about Bob, published from, to the Active

Map application, because the ACLs of those events cdg- Implementation and Performance
tain the principal named “Bob”. The events about Alice

are not delivered to Bob’s application (see Secbal).  |n this section, we outline our current implementation and
Itis left to individuals to decide when to relax the ACLldescribe initial performance results.

on events about them. Assume that Alice does not want

to be visible to most applications, but she is willing t% 1

allow Dave’'s Meeting application (run by Dave) to see’

that she is in the meeting room 215. She adds DaveQar implementation is built into a simulator of the So-

her relaxation lislRL X on the aggregator “215 monitor,”lar context-dissemination system described in Sec®ion

Implementation



Figure 2: An example of ACL propagation. The nodes are operatofsr sourcesy’ for transformations, and for
aggregators. The arrows are labeled with the event represented by a tuple in which the first item denotes the badge
ID or the principal name in the data field, and the second item denotes the ACL field. The data field also contains the

location, but for brevity we omit that information here.
Location ID
sources Transformer

Room (015, {locsensor})
120 \ S >

(Bob, {Bob, locsensor})

Location Bob’s
change active Map
aggregator (Bob, {Bob, locsensor}) application

(Alice, {Alice, locsensor})
o ‘N

(Alice, {Alice, locsensor})

Dave's
215 meeting
monitor application

Room (232, {locsensor}) (Alice, {Alice, locsensor}) (Alice, {Dave, Alice, locsensor})
215 »( T > Ao >
‘ return {“locsensor”}‘ ‘ locsensor‘ return {name}‘

Restrict function Relaxation function RLX

This simulator represents the entire system in a singleThe structure of the ACL and its related objects are
Java VM, and neither uses nor simulates a network. Frown in Figured. The ACL class provides methods for
our purpose, to experimentally measure the costs of A@itersect, union, and membership test, which perform the
propagation, this simulation easily isolates the computrresponding set operations on the principal and group
tional overhead from network costs that are not relevasdts inside. For example, the intersection of two ACLs is a
to our study. new ACL whose principal set is the intersection of the two
We first explain our representation of the ACL fieldpther ACLs’ principal sets, and whose group set is the in-
and then describe two modules in our access-contigisection of the two ACLs’ group sets. TeMember
mechanism. One is the ACL propagation module that daethod tests membership of a given principal ID in the
rives the ACLs on each source or operator. The otherA€L's principal set and in each group object whose group
the access-control enforcement module that limits the #gtis in the group set.
of applications that may receive the event. To define a new context-sensitive group, any user may
ask the event system to deploy (and name) a subscription

tree whose root operator publishes events listing the cur-

Rgprese_ntation of the ACL field. _ We assume thatthere,, \+ <ot of member principatsAnyone may keep up-to-
exist uniqgue mappings from principal or group nam

; X PN . te on the group membership, as it changes, simply by
to integer values, which we call the “principal ID” an ubscribing to the group’s root operator, by name. We de-

“9“?“'0 lD"'_ Principal IDs and group IDs are ‘?'raW” frorTEcribe the details of one such implementation in another
distinct universes. We represent the ACL field of ea per [not cited here due to the blind-review policy].

event as an ACL object that contains a set of principals
and a set of groups. We implement each set as a vector bit
set containing the corresponding integer IDs, using JavAiSL propagation module. Figure5 depicts the set of
BitSet class. components deployed at each node in the operator graph.

There is an object for each group, easily located (I8ollectively, under the control of a thread subclass we
ID number) through a global hash table. The group oball “OPRunner”, three components process each incom-
ject contains the set of principals that are members of ting event and produce any output events. The OPRun-
group. (Although our framework also allows groups to beer thread extracts an input evenfrom the input queue,
members of groups, our implementation avoids this recur-
sive complexity.) Most group objects contain a static set °For efficiency,_ most implementations would allow three types
of principal IDs. Some group objects contain adynam‘?é events: set list , which announces the full membership,

. . .. . add list , which announces additions to the membership, and

set of |P3y def_med in a context-sensitive way as in the €} jist , which announces deletions from the membership. Any
ample in Sectiod.3. subscribers would maintain the current list in their state.




. ) . mulated ACLs are updated using the rules in Sedlidn
Figure 4. Structure of the ACL object. Each component The ACLHandler object maintains a set of relaxation

is shown with .|ts class or instance name. The methodso%fjeCts defined by users. Each object, a subclass of our
the class are listed below the class name.

abstract RelaxFunc class, contains an implementation of

ACL the Relax method and the ID of the principal who at-
ACL intersect(ACL) tached that relaxation function to the operator. (In Solar,
ACL union(ACL) for example, these objects are attached by the user deploy-
boolean isMember(int) ing the operator or using the operator as a source.)
refer 1o Whenever the OperatorfmindleEvent  method calls
has a ( group ID) publish (d;;) to publish a new evenpublish  calls
v upon the ACLHandler to construct the corresponding
Principal Set Group Set Hashtable ACL a;;. It computesDEF from ACC; in the StateSet
v - object, compute® P by calling theRestrict  method
" instance of of the operator, and comput&sS R by calling theRelax

has a method of eligible RelaxFunc objects, and producgs
The publish  method combines the data field and the

Se(ts ) A/ ACL field for the output event, and posts it into the output
Set intersect(Set Group

Set union(Set) queue.
boolean isMember(int)

boolean isMember(int)

Access-control enforcement module. Ultimately, the
point of computing an event's ACL is to limit the set
of applications that may receive the event. For this pur-
sendsa; to the StateSet object to initialize the accumyose, Solar adds a speciaCL operatorat the root of
lated ACLs, sends the data fiett] to the Operator ob- every subscription tree, as shown in Figie For an
ject to compute any new event datg, and then botle; evente; = {d;, a;}, this operator’s special event-handling
and eachi;; to the ACLHandler object. We describe eacthethodaccessAllowed( a;) returns a boolean indi-
component in turn. cating whether to pasg on to the application. The ACL

We provide an abstract Operator class. The operatperator, constructed with parametevherep is the prin-
developer must implement thendleEvent method. cipal running the application, returns trueffc* a;. To
The method receives the data fieldof an input event, evaluate that expression, an ACL operator must clpéck
and may publish one or more output evedits The de- membership in any groups namecin

veloper may optionally override the defaliestrict Our current simple approach requires to call the
method so that it returns a list of principals and groups igMember method of every Group object in the group
be removed from the event's ACL. set of an ACL to test the membership of a given princi-

To implement information-flow semantics, we must beal p. This approach would be computationally expen-
aware of any operator state and the set of previous evesitg if the Group objects were located in remote hosts.
that may have affected that state. Since operators are Wi, therefore, prefer subscription-based approaches that
ten in Java, this awareness is difficult. Our model amdlow the ACL operator to maintain a list gfs current
implementation provide a compromise. Operators mugbups. For example, for any princigawith active appli-
have no internal state other than that managed by our sy&tions, our system deploys a trusted aggregator that sub-
tem. ThehandleEvent method stores any persistenscribes to all groups, publishing an event whengyjems
state in the StateSet object. We currently assume that ¢thdeaves a group. ACL operators fprsubscribe to this
handleEvent method cannot use instance variablesperator. (This approach explains why we chose to imple-
access files, or open network connections. In a complatent access-control enforcement as an operator; its nor-
implementation, we can enforce these properties throughl handleEvent( d) method processes the incoming
static byte-code analysis. group updates, while its speciatcessAllowed( a)

The StateSet object offers orgygt andput as public method processes incoming data events.)
methods. A state can be created or updated only by calling
put , becausget returns a copy of the state, rather th _ Performance measurements
a reference to the system’s copy of the state. The StateSet
object maintains the accumulated ACIC'C; for the cur- Although performance is not our primary goal, clearly it
rent input event,;. Upon receiving:;, the OPRunner callsis important that our flexible access-control scheme not
the StateSet to initializel CC; to a;. The StateSet alsoadd unreasonable overhead to the flow of context informa-
tracks the accumulated ACL for each stateThe accu- tion. In this section we examine the latency and through-



Figure 5: Structure of the ACL propagation module= (d;, a;) denotes the input event, ang denotes the output

event.
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RelaxFunc

int pid
Relax(e,a)

Operator StateSet
handleEvent(d) ACL ACC ACLHandler
Restrict(e,d) put(int,Object)
publish(d) get(int)
A A A
di ai e

Input | €i=(di,ai) €ij | Output
Queue | > OPRunner IR > Queue

put of event propagation between sources to applicatioitsmns in the universe of a set, and “length” refers to the
through operator graphs of varying size and with ACL oprumber of items actually in the set.
erations of varying complexity.
We measured event latency using the implementati©® Number of operators in the graph, in addition to the
described above. In our implementation (a mock Solar ACL operator.
system), all sources, operators, and applications execute
within a single Java virtual machine. Clearly this desigAR Range of the principal set.
dramatically reduces the cost of event distribution, com- o
pared with a real Solar system distributed across multifit: L€ngth of the principal set.
VMs and hosts. By eliminating all network costs, an
much of the event-distribution overhead, our experimen
here focus on the latency of ACL operations. As a resulf; Length of the group set.
our measurements represent inherent overhead of our ap-
proach and implementation, independent of the efficiengf Number of states accessed by thendleEvent
of Solar or any similar context framework. method on each operator.
For our experiments, the testing framework ran on
JDK 1.4.1 on Linux RedHat 7.3, on a host with a 2 GHEN Number of relaxation functions attached on each op-
Pentium 4 CPU and 256 MB memory. erator.
In all of the experiments that follow we constructed a
linear operator graph, with a single source, zero or moreWe implemented a simple RelaxFunc class Redax
operators, an ACL operator, and a single application. Wenction returned an ACL with a principal set and a group
implemented simple, concrete versions of the necesssgy. Half of the principal set’s PL members were fixed and
classes: a Source class that periodically publishes an ebatother half were chosen randomly from the universe of
containing a small payload and a timestamp, an Opera®iR principals. The group set had GL members randomly
class that accessed a given number of state objects dughgsen from the universe of GR groups. The fixed subset
each call ofhandleEvent (each access involveget of principals was necessary to avoid driving the states’
followed byput ) and re-published every event receive@ccumulated ACLs to the empty set.
an ACLoperator that tests membership but ignores théNe used the same implementation and parameters for
result and forwards all events, an Application class thiie Restrict ~ method of the Source and the Operator
recorded the latency of each event (its arrival time minobjects.
its timestamp), and a RelaxFunc class described below. We did not use context-sensitive groups (again, we ex-
Our testing framework allowed us to specify the folamine context-sensitive groups in detail in another paper,
lowing parameters. Here “range” refers to the number 0t cited due to the blind-review policy).

sR Range of the group set.



Figure 6: The system inserts a special ACL operator at tr e

root of every subscription tree.
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Figure 7: Result of latency overhead measurements
ith varying number of intermediary operators. The pa-
ameters for the source and all operators weie =
500, PL = 250,GR = 50,GL = 25,ST = 3 and
FN =3.
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Our source published one event every 500 msec. Our
application measured each latency and reported the aver-
age across 100 such events. We ran all experiments with
and without ACL computation; we can subtract the la-
tencywithoutthe access-control mechanism from the la-
tencywith the access-control mechanism to compute the
ACL-computation overhead.

Figure7 shows the result of latency overhead measure-
ments with a varying number of operators. The aggres-
sive parameter values assume that half of all principals
and half of all groups were involved in every set, that ev-
ery event handler read and wrote three states, and three
relaxation functions applied to each operator. Most re-
alistic deployments, we expect, would use much smaller
parameters. Each group object holds a set of principals
specified by the samBR and PL parameters.

The figure shows that the latency was roughly propor-
tional to the number of operators, because the number of
set operations performed on the Set objects in the ACL
objects was proportional to the number of operators, and
the computation cost of each operation was fixed here by
the range PR or GR) of the set.

The number of intersect operations performed at each
operator was determined by tl§d" parameter. The num-
ber of union operations at each operator was determined
by the number of relaxation functions executed; this num-
ber varied since not all were eligible for each event. Ta-
ble 1 presents the number of each set operation, and Fig-
ure 8 shows the relationship between the latencies and the
sum of intersect, union and membership operation counts.
The graph shows that the latency was proportional to the
number of set operations.

We also examined the throughput of our system. The

10



Table 1: The number of each set operation.

#operators 0 1 2 3 4 5 6 7 8 9 10
#intersect operations 200 | 1788 | 3376 | 4964 | 6552 | 8140 | 9728 | 11316| 12904 | 14492 | 16080
#union operations 0| 202| 412| 614 | 836 | 1034 | 1264 | 1466 | 1678| 1862| 2142
#membership test operations334 | 705 | 1177 | 1580 | 2181 | 2241 | 2970 | 3688 | 3771| 4287 | 4806
latency overhead(ms) 03| 0.87| 1.24| 1.72| 1.99| 2.36| 2.84| 322| 359| 3.77| 4.15

Figure 8: Relationship between the latency overheads

and the sum of intersect and union operation couts.

changes from 1 to 10. The other parametersfafé = Figure 9: Result of the throughput measurements with
500, PL = 250,GR = 50,GL = 25,ST = 3 and varying number of intermediary operators. The pa-

FN =3. rameters for the source and all operators wete =
45 : : : : 500, PL = 250,GR = 50,GL = 25,ST = 3 and
4l ] FN = 3.
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conditions were similar to those used for the latency mea-

surements, except the source published events as fast as
possible, rather than once every 500 milliseconds. Fig-
ure 9 compares the result of throughput measurements
with and without ACL computation. The figure shows that

the throughput in both cases was roughly in inverse prgg, o 19:  Result of latency overhead measurements
portion to theO P parameters. Although the throughpl.\;arying the range of principal and group sets. The pa-
with ACL computation was smaller by an order of magnj;, atars ar@ P — 10. ST = 3. FN = 3. PL — PR/2
tude than the one without ACL computation, notice that if}, 4~ _ GR/2. ’ ’ ’

our experiment there was no computation within each op-

erator. A real operator graph would have substantial oper- e —

ator computation and the overhead of ACL computations 7 f GR 300

would represent a smaller proportion of the overall timeg | &R 900 -

In our experiment, the throughput with the access-contr@ | &% o T

mechanism was still more than 200 events per second @5 r o 1

the most challenging cas®p = 10). Bl . _.
Our next experiment measured the scaling behaviGr _ | - o

with respect to the range of principal and group sets. Figz
ure 10 shows the latency overhead resulting from vari% 2 [ g
ous principal PR) and group GR) set ranges. [Here we ~ ;|
assumed that the range of the group set was equal to or

smaller than the range of the principal set, since it seems® o 100 200 300 200 500
likely that the number of groups is less than the number Principal set range (PR)

of principals in most situations.] We set the length of each

set to be half of its range, so both scale linearly.

11



Figure 11: Result of the throughput measurements vaRigure 12: Result of the latency overhead measure-
ing the range of principal and group sets. The parametarents with varying number of relaxation functions to be
areOP = 10,ST = 3,FN = 3,PL = PR/2 and attached to each operator. The parametersCafe =

GL = GR/2. 10, PR = 500, PL = 250,GR = 100, GL = 50, and
‘ ST = 3.
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For a given group set range, it is clear that the latency
overhead was proportional to the principal set range. {f# number of states accessed for each opersiarThe
our implementation, the cost to compute the intersect!gfency was roughly linear in the number of states, since
union operation on the principal set is proportional to it§€ number of intersect operations performed in the State-

range, and the number of set operations does not depgﬁaobjects was proportional to the number of states to be
on the range or length of the principal set. accessed. Note, however, that we expect most operators

For a given principal set range, the overhead grows Iiffill 2CCESS zero or one states per event.

early with respect to the group set range, too. The number

of membership operations grows linearly with the leng®ymmary. Our performance measurements show that
of the group set, and cost for intersect and union opetge ACL computation added less than 10 msec to the la-
tions on the group set also grows also linearly. tency of event delivery, even with aggressive parameter

The preceding graphs demonstrate that the latency Wagues. The latency overhead was roughly linear with re-
not surprisingly, linear in the number of set operationspect to most of the parameters. We also conducted some
and in the size of the set operations. The absolute nughthe same test cases in terms of the throughput. The
bers are of interest as well. In the worst case, given afffoughput is in inverse proportion to the the parameters
parameters, the overhead per event was less than 8 msgeh ag) P, PR, andGR. The throughput in the most ag-
For most context-aware applications, this overhead is nggessive test case is still more than 100 events per second.
ligible. We believe that these overheads are more than acceptable

Figure11shows the throughput measurements with thier most context-aware applications.
same set of parameters as in Figdfe The throughput
with the samé&> R parameter was in inverse proportion to
the the parametePR. The throughput in the worst caséq  Related work
was 126 events per second.

Figure12shows how the latency depended on the numihere is little published about access control in
ber of relaxation functions attached to each operddf, event-distribution systems for pervasive computing.
The same number of relaxation functions were attacheddey [Dey0(q built an experimental mechanism to control
each operator. The latency was linear in the number of ecess to context in the Context Toolkit. The developer of
laxation functions, since the number of union operatioasyidget object can specify the “owner” of the information
is proportional to the number of relaxation functions. Thgeing sensed, using some rules in a way similar to our Re-
latency reached nearly 90 msec here, which is somewsgict() function in Sectiod. Their mechanism, however,
alarming, but note that occurred in a 10-operator chaides not support automatic derivation of ACLs like ours,
with 100 relaxation functions computed on every operge it is necessary to specify the functions for every widget
tor! object. In addition, it does not provide a mechanism for

Figurel13shows how the latency overhead depended asers to specify relaxation policies.
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. rams, it may be possible to apply the same concepts to
Figure 13: Result of the latency overhead measuremei%ms and o)éeratgrs at run-tirr?g y P
with a varying number of states to be accessed by each op ’ '

erator. The parameters aP — 10, PR — 500, PL — . Covington et al. CLS* 01, CASO]] introduces the en-
950, GR = 100, GL — 50, andFN — 3. ylroqmental rple (ERole) 'to achieve context-aware autho-

rization. Their approach is based on the concept of Role-
based access-control (RBAC); constraints on environmen-
tal (context) variables can be defined with a Prolog-like
logic language. Authorization is based on an ordinary role
and an ERole; in effect, the ERole is an additional condi-
tion to be satisfied for an authorization decision. ERoles,
though context-sensitive, are different from the context-
sensitive groups in our approach. An ERole is about the
state of the environment, and not about the relationship of
4l i a principal to the environment, as in our “In215” group.

Latency overhead (milliseconds)

%0 10 20 30 40 50 e 70 80 s 10 [ Summary
Number of states (ST)
Security is a critical component in any realistic deploy-
ment of pervasive computing. A pervasive-computing

Our ideas are substantially influenced by recent woidirastructure necessarily collects a lot of context infor-
on information-flow models of access control. Singgation to disseminate to its context-aware applications,
the traditional information-flow policy is too restrictive put due to the personal or proprietary nature of much of
several projects provide ways to “declassify” informahis context data, the infrastructure must limit access to
tion. Ferrari BDFS9§ describes an object-oriented syscontext information to authorized persons. We propose a
tem that controls access to objects using information-flayew access-control mechanism for event-based context-
principles, but provides trusted functions that can relax thistribution infrastructures. Our approach is based on
strict information-flow policy. That is, a principal with noACL propagation, in which each eveatis tagged with
rights to access some object directly can access it throughACL derived automatically from the ACL on events
the trusted function. They, like us, use ACLs to define thigat contributed to the production ef Our approach is
security level in their flow policy. Although their trustechased on a conservative information-flow model of ac-
function does allow access to objects by principals notdess control, but we allow users to express their access-
the ACL, it is not clear how their mechanism could begontrol policies through relaxation functions. This com-
used in our situation, in which we relax an event's AChination of automatic ACL derivation and user-specified
so it can be accessed, later, by applications downstre@L relaxation allows access control to be determined
Furthermore, in their paper it is not clear whether ordind enforced in a decentralized, distributed system with
nary users would have the power to implement trust@d central administrator or central policy maker. It also al-
functions or contribute to the relaxation lig#$¥ (m) and |ows users to express their personal balance between func-
IW (m) for the methodn. tionality and privacy. Finally, our infrastructure allows

Myers et al. MLOO] extend the Java programming lanaccess-control policies to depend on context-sensitive
guage to allow variables to be tagged with labels. Labgtoups, allowing great flexibility.
contain an access-control policy (essentially, an ACL)We met our four objectives: 1) applications may only
for each “owner” of that variable. Variables computetkceive events to which their principal has access, 2)
from others are given a label computed from the labedscess-control policies are determined by information-
of operands in the computation, according to informatiofiew principles and relaxed where appropriate by request
flow principles. An owner principal may declassify a varief users, 3) the access-control policies can themselves
able by extending its own ACL in the label, but othebe context-aware, through the use of context-sensitive
owner’s ACLs are unchanged. A principal may only olgroup definitions, and 4) operators and their event streams
tain the value of the variable if it is in thatersectionof may be shared by multiple users and applications, while
the owners’ ACLs. Our relaxation semantics are more lithis sharing remains transparent to the users and applica-
eral than their declassification semantics, as we allow atipns. Our initial performance measurements shows that
one with current access to add any other principal to ttiee overhead due to the ACL propagation is reasonably
ACL. Although their approach is intended for compilesmall, and scale to support large number of users and
time analysis of fine-grained information-flow in Java prastatic groups.
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In the future, we plan to study important qualitative
metrics, theflexibility and usability of our approach. We
are building several context-aware applications, and will
use them to evaluate how flexibly users can define relax-
ation policies, whether those policies are meaningful for
multiple applications. and how much administrative ovey-
head is involved in management. [CPWYO02]

Finally, although this paper describes our work in the
context of the Solar system, we believe that our ACL-
propagation technique would also apply to many other
event-based context-dissemination infrastructures.
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