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CPU
registerregisterregister

Cache Memory

Main Memory

Simplified Computer
Architecture

• Main memory contains
the program data

• Cache memory contains
a copy of the main
memory data
! Cache is faster but

consumes more space
and power

! Cache items accessed by
their address in main
memory

• Registers contain
working data only
! Modern CPUs perform

most or all operations
only on data in register
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Simplified Performance Models

• The processor runs in discrete steps, controlled by a
clock

! Typical clock rates exceed 2 GHz

• Few operations complete in a single clock period

• One way to describe the operations is with two
parameters:
! Latency: the time it takes to complete a single operation

(number of clock ticks or cycles)

! Bandwidth: the steady-state rate at which operations can
be completed

• Example: Memory access
! A read of a single word from main memory may take 450+

cycles (IBM POWER6)

! Bandwidth to main memory is GB/s (>4 on POWER6)
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Some Simple Performance Models

• Clock Rate: Count key operations (such as floating
point) and divide by the clock rate
! Determines the “Peak Performance”

! Is not a good predictor unless data fits into fastest
memory (cache)

• Memory Bandwidth: Count key operations and loads
and stores.  Use clock rate for operations, memory bus
bandwidth for loads and stores
! Assumes that the memory system design is perfect (the

caches always work)

! Turns out to not be very useful either (we’ll see why later)

• Sustained Memory Bandwidth: As Memory Bandwidth,
but use measured memory performance
! Assumes that the cache works to provide the sustained

memory system performance

! Can give us a useful (approximate) upper bound on
performance
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Sustained Memory Bandwidth

• Measure the rate at which data can be copied from
within a program:
          t = mysecond()
          a(1) = a(1) + t
!$OMP PARALLEL DO
          DO 30 j = 1,n
              c(j) = a(j)
   30   CONTINUE
          t = mysecond() - t
          c(n) = c(n) + t
          times(1,k) = t

• This is the STREAM Benchmark
! http://www.cs.virginia.edu/stream/

• STREAM contains multiple tests (not just copy), and
contains multicore versions
! Extensive historical information available on the web site

Ignore for now
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Example Results (My Laptop)

----------------------------------------------------

Function     Rate (MB/s)  Avg time   Min time  Max time

Copy:       2900.3744      0.0115      0.0110      0.0121

Scale:      2752.9018      0.0121      0.0116      0.0137

Add:        3241.4521      0.0156      0.0148      0.0188

Triad:      3265.9560      0.0151      0.0147      0.0165

 ----------------------------------------------------
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Sparse Matrix-Vector Product

• Common operation for optimal (in
floating-point operations) solution
of linear systems

• Sample code:
for row=1,n

    m   = i[row] - i[row-1];

    sum = 0;
    for k=1,m

        sum += *a++ * x[*j++];

    y[i] = sum;

• Data structures are a[nnz], j[nnz],
i[n], x[n], y[n]
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Sample Code in Fortran

• Arrays are ia(n+1), ja(nnz), a(nnz), x(n), y(n)
• Offset = 0

Do row=1,n
    m = ia(row+1) - ia(row)
    sum = 0
    do k=1,m
        sum = sum + a(offset+k) * x(ja(offset+k))
    enddo
    y(I) = sum
    offset = offset + m
enddo

• CSR (Compressed Sparse Row) format
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Simple Performance Analysis

• Memory motion:
! nnz (sizeof(double) + sizeof(int)) +

n (2*sizeof(double) + sizeof(int))

! Assume a perfect cache (never load same
data twice)

• Computation
! nnz multiply-add (MA)

• Roughly 12 bytes per MA

• Typical workstation node can move 1-4
bytes/MA
! Maximum performance is 8-33% of peak
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More Performance Analysis

• Instruction Counts:

! nnz (2*load-double + load-int + mult-add) +
n (load-int + store-double)

• Roughly 4 instructions per MA

• Maximum performance is 25% of peak (33% if MA
overlaps one load/store)

! (wide instruction words can help here)

• Changing matrix data structure (e.g., exploit small
block structure) allows reuse of data in register,
eliminating some loads (x and j)

• Implementation improvements (tricks) cannot improve
on these limits
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Realistic Measures of  Peak Performance
Sparse Matrix Vector Product

One vector, matrix size, m = 90,708, nonzero entries nz = 5,047,120

Thanks to Dinesh Kaushik;
ORNL and ANL for compute time
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Realistic Measures of  Peak Performance
Sparse Matrix Vector Product

one vector, matrix size, m = 90,708, nonzero entries nz = 5,047,120
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Observations

• Clock rate based performance analysis
is often not useful

• Models that make use of sustained
memory bandwidth can provide a better
prediction of performance

• Both models provide upper bounds on
performance
! In this example, most of the data was

accessed in a regular way
• Good fit to cache design

• Operations are close to STREAM model

• Not always so simple
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CPU
registerregisterregister

L3 Cache Memory

Main Memory

Simplified Computer
Architecture II

• Main memory contains the
program data

• Multiple Cache memories
contain a copy of the main
memory data
! Cache is faster but

consumes more space and
power

! Cache items accessed by
their address in main
memory

! L1 cache is the fastest but
has the least capacity

! L2, L3 provide intermediate
performance/size tradeoffs

L1 Cache Memory

L2 Cache Memory
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Memory Locality

• Typical access times for cache-based
systems

10-20x~2500-5000

cycles

Remote Memory

25x~ 250 cyclesMemory

3-10x~ 10 cyclesL2 Cache

1-3xFew cyclesL1 Cache

Ratio to previous1 cycleRegister
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Impact of Memory Hierarchy

Data Size (Bytes)
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Revising the Model

• Use the relevant sustained
bandwidth

!Obtain the STREAM (or equivalent)
value for the slowest level of memory
that will be used

!Many problems fit into at least L3
cache
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CPU
registerregisterregister

L3 Cache Memory

Main Memory

Simplified Computer
Architecture III

• Main memory contains the
program data

• Multiple Cache memories
contain a copy of the main
memory data

• Data is moved between levels
of memory in groups of words
called lines
! Lines are typically 64-128

bytes, or 8-16 double precision
words

! Even if you don’t use the data,
it is moved and occupies space
in the cache

• Programming Language
Relevance
! This performance feature is not

captured in most programming
languages

L1 Cache Memory

L2 Cache Memory
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Types of Locality

• Temporal – reuse same data
! This has been our assumption in the sparse

matrix case - data is reused

• Spatial – (re)use “nearby” data

• These match the hardware

• Alpern and Carter suggest a different
breakdown, based on needs of
algorithms:
! Local: Data has both Temporal and Spatial

! Semilocal: Data has Spatial locality

! Nonlocal: Data has neither spatial nor
temporal locality
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Simple Example: Matrix
Transpose

• Do j=1,n
    do i=1,n
        b(i,j) = a(j,i) =

• No temporal locality (data used once)

• Spatial locality only if (words/cacheline) * n fits in cache

• Otherwise, each column of a may be read

(words/cacheline) times

• Transpose is semilocal at best
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Performance Models

• What is the performance model for
transpose?

!N2 loads and N2 stores

!Simple model predicts STREAM
performance

• Its just a copy, after all
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Example Results

• Why is the performance so low?
! Compiler fails to manage spatial locality in the large matrix

cases

! Why does performance collapse at 8000x8000 matrix
• May seem large, but requires 1GB of memory

• Should fit into main memory

• What might be done to improve performance?

*did not complete8000x8000

705 MB/s2000x2000

1200 MB/s400x400

4700 MB/s100x100

TimeMatrix Size
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Loop Transformations

• Reorder the operations so that
spatial locality is preserved

=

• Break loops into blocks

• Strip mining

• Loop reordering
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Strip Mining

• do j=1,n
    do i=1,n
                          Becomes
do jj=1,n,stride
    do j=jj,min(n,jj+stride-1)
        do ii=1,n,stride
            do i=ii,min(n,ii+stride-1)

• still the same access pattern, so we
need another step …
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Loop Reordering

• Move the loop over j inside the ii loop:
do jj=1,n,stride
    do ii=1,n,stride
        do j=jj,min(n,jj+stride-1)
            do i=ii,min(n,ii+stride-1)
                b(i,j) = a(j,i)

• Value of stride chosen to fit in “cache”
! Repeat the process for each level of cache that is smaller than the

matrices
• Even a 1000 x 1000 matrix is 8 MB, = 16MB for both A and B.  Typical

commodity processor L2 is 2MB, so even modest matrices need to be
blocked for both L1 and L2

• Why won’t the compiler do this?
! Some might, but

• Best code depends on problem size, for small problems, simplest code is
best

! This suggests that languages need performance annotations
• Not a new idea; vectorizing compilers used directives for this purpose
• Some compilers support annotations to perform particular transformations,

such as loop unrolling
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Example times for Matrix
Transpose

0.480.552.8Same, within a subroutine

0.550.480.58(32,256,pgf77,main)

0.420.462.6(32,256,g77)

0.460.552.6(20,100,g77)

L1/L2

Blocked

L1

Blocked

Unblocked5000x5000 transpose

(a very large matrix)
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Simplified Computer
Architecture III

• Main memory contains the
program data

• Multiple Cache memories
contain a copy of the main
memory data

• Programs are written in terms
of virtual addresses (as if the
program was the only one
running on the machine) that
must be converted into real
(physical) addresses
! Mapping is done in terms of

pages: blocks of (typically) 4k
bytes or more

! A 4GB virtual address space
requires 1 million entries

! Thus requires memory accesses
- slow

! Solution: Use a Cache!

! The cache is called the
translation lookaside buffer or
TLB

CPU
registerregisterregister

L3 Cache Memory

Main Memory

L1 Cache Memory

L2 Cache Memory

TLB
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Another Example:
Matrix-Matrix Multiply (ddot form)

• do i=1,n
    do j=1,n
        do k=1,n
            c(i,j) = c(i,j) + a(i,k) * b(k,j)

=

• Like transpose, but a new feature:

• Reuse of data: n2 data used for n3 operations
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Memory Locality for Matrix-
Matrix Multiply

• Problems:
! Only one value in register reused (C(i,j))
! If cache line size * Acols > cache size, there

is a miss on every load of A
! Every cache line size (in doubles), encur

long delay as each cacheline is loaded

• How problems are addressed
! Can reuse values in C, A, and B
! If cache line size * Acols > cache size, there

is a miss on every load of A
! Every cache line size (in doubles), encur

long delay as each cacheline is loaded
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Reusing Data

• Load data into register
• Use several times (each load, even from

cache, is at least a cycle)
• Use loop unrolling to expose register use

! …
c(i,j)         += a(i,k)     * b(k,j)
c(i+1,j)     += a(i+1,k) * b(k,j)
c(i,j+1)     += a(i,k)     * b(k,j+1)
c(i+1,j+1) += a(i+1,k) * b(k,j+1)

• Each a(i,j) etc. used twice
! Cuts the numbers of loads in half
! Requires enough registers to hold all items
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Blocking for Cache

• Reuse data in cache by blocking

Block for each level of memory hierarchy
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Blocked, Unrolled MxM (one
level only)

• Do kk=1,n,stride
    do ii=1,n,stride
        do j=1,n-2,2
            do i=ii,min(n,ii+stride-1),2
                do k=kk,min(n,kk+stride-1)
                    c(i,j)         += a(i,k)    * b(k,j)
                    c(i+1,j)     += a(i+1,k)* b(k,j)
                    c(i,j+1)     += a(i,k)    * b(k,j+1)
                    c(i+1,j+1) += a(i+1,k)*b(k,j+1)
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Considerations for Blocking

• Block for Registers
! Be careful not to exceed the number of

available floating point registers

• Block for load-store/floating point ratio
! Loop over cache blocks

! Choose size to allow load latency to be
hidden by floating point work

• Block for cache size

• Block for cache bandwidth
! To match time to move data between

memory/cache to the time spent operating
on data within the cache
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Why Don’t Compilers Perform
These Transformations?

• Dense Matrix-Matrix Product

! Most studied numerical program by compiler writers

! Core of some important applications

! More importantly, the core operation in High Performance
Linpack

• Benchmark used to “rate” the top 500 fastest systems

! Should give optimal performance…

• But

! Blocking changes the order of evaluation; floating point
arithmetic is not associative

! While loop unrolling safe for most matrix sizes, blocking is
appropriate only for large matrices (e.g., don’t block for
cache for 4x4 or 16x16 matrices).

• The result is a gap between performance realized by
compiled code and the achievable performance
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From Atlas

Compiler

Hand-tuned

Performance Gap in Compiled
Code

Enormous effort required to get good performance

Large gap between
natural code and
specialized code
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Comments

• Memory motion dominates the
performance of many operations

• Sustained memory bandwidth can
provide a better guide to performance

• But hardware architecture introduces
features important for performance that
are not visible in the programming
language

! A good thing most of the time

! Not a good thing when performance is
important


